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Executive Summary

Executive Summary
This report evaluates five competing hypotheses about the optimal approach for integrating
artificial intelligence (AI) into operational weather prediction systems. Weather forecast-
ing faces fundamental challenges from atmospheric chaos, computational constraints, and
the need for robust uncertainty quantificationWatson et al. [2024], Lam et al. [2024]. Re-
cent breakthroughs in deep learning—including transformer architectures, physics-informed
neural networks, and generative models—have demonstrated skill rivaling or exceeding tra-
ditional numerical weather prediction (NWP) for medium-range forecastsBi et al. [2023],
Pathak et al. [2022], Rasp et al. [2024].
Key Research Question: What is the most effective strategy for deploying AI to improve
weather prediction accuracy, computational efficiency, and extreme event forecasting?
Five Competing Hypotheses:
1. Pure Data-Driven AI (H1): End-to-end machine learning models trained solely on

reanalysis data can replace traditional NWP systems.

2. Physics-Informed Neural Networks (H2): Embedding physical laws and conserva-
tion principles into neural architectures provides superior generalization and physical
consistency.

3. Hybrid AI-Physics Models (H3): Combining ML components with traditional dy-
namical cores leverages strengths of both paradigms.

4. Generative Ensemble Systems (H4): Diffusion-based generative models optimally
represent forecast uncertainty and extreme event probabilities.

5. Data Assimilation-Integrated AI (H5): AI models that directly assimilate observa-
tions offer the most operationally viable path.

Critical Findings: Evidence from 2023–2024 suggests hybrid approaches (H3) currently
offer the best balance of accuracy, physical consistency, and operational reliability, though
pure AI systems (H1) show remarkable medium-range skill. Generative models (H4)
demonstrate superior uncertainty quantification, while physics-informed approaches (H2)
excel in data-sparse regimes. No single hypothesis dominates across all forecast horizons,
weather regimes, and application domains—suggesting a pluralistic future for AI in mete-
orology.

1 Introduction
Weather forecasting has entered a transformative era driven by artificial intelligenceZhu et al.
[2024a], Dueben et al. [2024]. Recent AI models—GraphCastBi et al. [2023], Pangu-Weather,
FourCastNetPathak et al. [2022], and GenCastLam et al. [2024]—now rival the European Centre
for Medium-Range Weather Forecasts (ECMWF) Integrated Forecasting System (IFS), the gold
standard in numerical weather prediction. These systems achieve comparable or superior accuracy
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while reducing computational time from hours to minutesWatson et al. [2024], Rasp et al. [2024].
However, fundamental questions remain about how AI should be integrated into operational

meteorology. Should AI fully replace physics-based models, or should it augment them? How can
we ensure physical consistency, interpretability, and robust performance on extreme events? What
role should physical laws play in neural network architectures? This report systematically evaluates
five competing hypotheses about AI deployment strategies, drawing on recent literature to identify
strengths, limitations, and testable predictions for each approach.

2 Phenomenon Under Investigation

2.1 The Weather Prediction Challenge
Numerical weather prediction solves the governing equations of atmospheric motion—conservation
of momentum, mass, energy, and moisture—on a discretized gridReichstein et al. [2021]. Traditional
NWP systems like IFS employ sophisticated parameterizations for subgrid processes (convection,
cloud microphysics, radiation) and require massive computational resources. A 10-day global fore-
cast at 9 km resolution demands hours on supercomputers.

Three core challenges motivate AI research:

• Computational Cost: Operational NWP centers require petascale computing. AI models run
on single GPUs, democratizing access.

• Uncertainty Quantification: Ensemble forecasts capture uncertainty but multiply compu-
tational cost. Generative AI offers efficient probabilistic predictionsLam et al. [2024], Andrae
[2024].

• Extreme Event Prediction: Traditional models struggle with rare events (tropical cyclones,
heatwaves). AI learns from historical extremes but may underestimate tail risksWatson et al.
[2024], Bodner et al. [2025].

2.2 Recent AI Breakthroughs
Between 2022–2024, AI weather models achieved remarkable milestones:

• FourCastNet (2022): Demonstrated that Fourier neural operators could generate 10-day global
forecasts in secondsPathak et al. [2022].

• Pangu-Weather (2023): Transformer architecture achieving state-of-the-art medium-range ac-
curacyBi et al. [2023].

• GraphCast (2023): Graph neural networks outperforming IFS on 90% of atmospheric vari-
ablesRasp et al. [2024].

• GenCast (2024): First AI ensemble system surpassing ECMWF ENS in probabilistic skillLam
et al. [2024].

• NowcastNet (2024): Hybrid physics-AI model beating NOAA HRRR for extreme precipitation
nowcastingChen et al. [2024b], Das et al. [2024].

These successes raise the central question: What architectural and methodological choices explain
this performance, and which approach should guide future development?
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Hypothesis 1

3 Hypothesis 1: Pure Data-Driven AI Replacement

3.1 Core Claim
End-to-end deep learning models trained exclusively on historical reanalysis data (ERA5,
MERRA-2) can fully replace traditional NWP systems, achieving superior accuracy and
efficiency without explicitly encoding physical laws.
3.2 Supporting Evidence
• GraphCast outperforms IFS HRES on 90% of 1,380 evaluation targets for 1–10 day

forecastsRasp et al. [2024].

• Pangu-Weather reduces RMSE by 5–15% vs. IFS for surface variables (2m tempera-
ture, 10m wind)Bi et al. [2023], Rasp et al. [2024].

• FourCastNet generates ensemble forecasts 50,000× faster than IFSPathak et al. [2022].

• Pure AI models trained on 40+ years of ERA5 data learn atmospheric dynamics implic-
itly, including jet stream patterns, Rossby waves, and seasonal cyclesZhu et al. [2024a].

3.3 Mechanism
Transformer architectures (self-attention over spatial tokens) and graph neural networks
(message passing on geodesic grids) learn spatiotemporal correlations directly from data.
These models discover data-driven representations of atmospheric flow without solving
PDEs, analogous to how large language models learn grammar without explicit rulesZhu
et al. [2024a].

3.4 Limitations
• Extreme Event Underestimation: AI models tend to produce overly smooth fore-

casts, underestimating the magnitude of rare extremes (±3σ events) by 10–30%Watson
et al. [2024].

• Physical Inconsistencies: Models may violate conservation laws (mass, energy) or
generate unphysical states (negative humidity)Zhu et al. [2024a], Miyoshi et al. [2025].

• Out-of-Distribution Failure: Performance degrades for weather regimes absent from
training data (e.g., unprecedented heatwaves)Watson et al. [2024].

• Interpretability: Black-box nature hinders diagnosis of forecast errors and limits oper-
ational trustZhang et al. [2024].

3.5 Testable Predictions
1. Pure AI models will surpass IFS HRES skill by 2026 for deterministic 5-day forecasts.

2. Extreme event skill (CSI >90th percentile) will lag IFS by 20% through 2028.

3. AI models will generate unphysical states requiring post-hoc correction in <1% of fore-
casts. Generated: November 17, 2025
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Hypothesis 2

4 Hypothesis 2: Physics-Informed Neural Networks (PINNs)

4.1 Core Claim
Embedding physical constraints—conservation laws, PDE structure, balance conditions—
directly into neural network loss functions or architectures yields models that generalize
better, require less data, and maintain physical consistency.
4.2 Supporting Evidence
• ClimODE (2024): Continuous-time neural ODE model embedding advection physics

achieves competitive accuracy with 10Œ fewer parameters than pure AI modelsWang
et al. [2024].

• PINNs for Geophysical Fluids: Models constrained by Navier-Stokes equations re-
construct 3D wind fields from sparse observations with <5% errorRaissi et al. [2022],
Brecht et al. [2024].

• M-ENIAC: PINNs successfully replicate historical 1950 weather forecasts, demonstrat-
ing interpretability and flexibilityLi et al. [2024].

• Physics-constrained models outperform pure AI in data-sparse regions (oceans, polar
areas) by 15–25%Reichstein et al. [2021].

4.3 Mechanism
PINNs modify the loss function to penalize violations of physical laws:

L = Ldata + λLphysics

where Lphysics quantifies deviations from conservation equations, geostrophic balance, or
hydrostatic approximation. This constrains the solution space, improving generalization
and reducing overfittingRaissi et al. [2022], Reichstein et al. [2021].

4.4 Limitations
• Scalability: Computing physics-based gradients over high-resolution 3D grids is com-

putationally expensiveRaissi et al. [2022].

• Incomplete Physics: Many atmospheric processes (turbulence, cloud formation) lack
closed-form equations, limiting PINN applicability.

• Long-Term Instability: PINNs may drift from physical manifolds over multi-day fore-
casts without additional stabilizationChen et al. [2024b].

• Operational Validation: Few PINN systems have been tested in real-time operational
settings.

4.5 Testable Predictions
1. PINNs will outperform pure AI by 10% RMSE for forecasts in sparse-data regions (South-

ern Ocean, Arctic).

2. Physics-constrained models will exhibit 50% fewer unphysical states than pure AI.

3. PINN skill will degrade less than pure AI when extrapolating to novel climate regimes
(+2řC warming).
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Hypothesis 3

5 Hypothesis 3: Hybrid AI-Physics Models

5.1 Core Claim
Optimal performance is achieved by combining neural network components with traditional
dynamical cores, leveraging AI for subgrid parameterizations, bias correction, or data-sparse
inference while retaining physics-based evolution.
5.2 Supporting Evidence
• NowcastNet (2024): Hybrid physics-AI model achieved CSI = 0.30 for extreme precip-

itation (>16 mm/hr), vs. 0.04 for NOAA HRRR, by combining radar advection with
neural generative modelingChen et al. [2024b], Das et al. [2024].

• Neural Parameterizations: Replacing convection schemes with ML-emulated com-
ponents in ECMWF IFS reduced bias by 20% in tropical precipitationReichstein et al.
[2021].

• Aurora (2025): Pre-trained on general geophysical dynamics, then fine-tuned for tropical
cyclones, reduced track errors by 20–25% vs. operational centersBodner et al. [2025].

• Hybrid models maintain energy conservation and mass balance while improving subgrid-
scale realismDas et al. [2024].

5.3 Mechanism
Hybrid approaches partition the forecasting problem:

• Dynamical Core: Traditional model handles large-scale resolved dynamics (advection,
pressure gradients).

• AI Components: Neural networks emulate parameterized physics (convection, radia-
tion), correct systematic biases, or downscale coarse outputs.

This division of labor exploits complementary strengths: physics-based models excel at
extrapolation and interpretability; AI excels at pattern recognition and data-driven opti-
mizationDas et al. [2024], Zhang et al. [2024].

5.4 Limitations
• Interface Complexity: Coupling neural components to dynamical solvers introduces

numerical stability challengesReichstein et al. [2021].

• Training Cost: Requires co-training or online learning within expensive NWP simula-
tions.

• Delayed Deployment: Operational centers face institutional barriers to integrating
ML into legacy codebases.

• Partial Improvement: Gains may be limited to specific processes (e.g., convection)
without global skill improvements.

5.5 Testable Predictions
1. Hybrid models will achieve 95% of pure AI skill while maintaining perfect mass/energy

conservation.

2. Nowcasting skill (0–3 hours) for extreme precipitation will favor hybrids by 40% CSI over
pure NWP.

3. Operational deployment of hybrid systems will lag pure AI by 3–5 years due to integration
complexity.
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Hypothesis 4

6 Hypothesis 4: Generative Ensemble Systems

6.1 Core Claim
Diffusion-based generative models that learn the full conditional probability distribution of
future weather states provide the most accurate and calibrated uncertainty quantification,
outperforming both traditional NWP ensembles and perturbation-based AI ensembles.
6.2 Supporting Evidence
• GenCast (2024): Diffusion model outperforms ECMWF ENS (52-member) on 97.2%

of 1,320 evaluation targets for probabilistic forecasts, with 15% lower CRPSLam et al.
[2024].

• DEFfusion (2024): Direct ensemble forecasting framework eliminates iterative predic-
tion errors, stabilizes training, and improves extreme event captureAndrae [2024].

• Generative Emulation: Diffusion models produce sharper ensemble members with
realistic power spectra, avoiding the "blurry forecast" problem of deterministic AIPrice
et al. [2024].

• GenCast generates 256 ensemble members in 3 minutes on TPU, vs. 12 hours for ECMWF
ENSLam et al. [2024].

6.3 Mechanism
Generative models (diffusion, GANs, normalizing flows) learn P (weathert+τ |weathert, τ),
the full conditional distribution rather than a single forecast. Diffusion models iteratively
denoise random samples conditioned on initial states, producing diverse, physically plausible
trajectories that span the forecast distributionLam et al. [2024], Andrae [2024].

6.4 Limitations
• Computational Cost: Generating large ensembles (>100 members) remains expensive

for real-time applications.

• Calibration Challenges: Ensemble spread must match forecast error (reliability), re-
quiring careful tuningBülte et al. [2024].

• Extreme Tail Accuracy: Even generative models may underestimate ś3 events without
specialized loss functionsWatson et al. [2024].

• Sample Diversity: Risk of mode collapse (ensembles insufficiently diverse) if training
is unstable.

6.5 Testable Predictions
1. Generative ensembles will achieve 10% lower CRPS than perturbation-based AI ensembles

by 2026.

2. GenCast-class models will surpass ECMWF ENS skill for tropical cyclone track uncer-
tainty by 2027.

3. Rank histogram flatness (calibration metric) will favor generative models by 20% vs.
NWP ensembles.
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Hypothesis 5

7 Hypothesis 5: Data Assimilation-Integrated AI

7.1 Core Claim
AI models that directly assimilate heterogeneous observational data (satellites, radar, in-
situ) and cycle within ensemble Kalman filter or variational frameworks offer the most
operationally viable path, ensuring consistency with real-time observations and enabling
rapid updates.
7.2 Supporting Evidence
• FuXi Weather (2024): End-to-end ML system with direct satellite data assimilation

produces competitive global forecasts with 6-hour update cyclesChen et al. [2024a].

• ADAF (2024): AI-based data assimilation framework outperforms HRRRDAS for 0–6
hour nowcasting by 15% RMSETeam [2024].

• Ensemble Kalman Filter with AI Models: Miyoshi et al. (2025) demonstrated that
ensemble DA can cycle stably with AI models (ClimaX), improving both observed and
unobserved variablesMiyoshi et al. [2025].

• Direct assimilation reduces cold-start problems and enables seamless integration into
operational workflowsMiyoshi et al. [2025].

7.3 Mechanism
Traditional NWP requires a data assimilation step to blend observations with model fore-
casts, producing optimal initial conditions. AI-DA models embed this process within the
neural architecture, learning observation operators and error covariances implicitly. This
enables:

• Assimilation of non-traditional data (geostationary satellite radiances).

• Rapid updates (10-minute cycles for nowcasting).

• Unified framework eliminating pre-processing pipelinesChen et al. [2024a], Miyoshi et al.
[2025].

7.4 Limitations
• Unphysical Error Covariances: AI models struggle to represent flow-dependent error

structures, degrading DA performanceMiyoshi et al. [2025], Zhu et al. [2024b].

• Linearization Artifacts: Tangent linear and adjoint models of AI systems exhibit noisy,
unphysical sensitivities, limiting 4DVar applicabilityZhu et al. [2024b].

• Training Complexity: Requires differentiable forward models and end-to-end training
with observation operators.

• Sparse Observational Networks: AI-DA may underperform in data-sparse regions
where traditional DA excels.

7.5 Testable Predictions
1. AI-DA systems will achieve 10% lower RMSE than offline AI models for 0–6 hour nowcasts

by 2026.

2. Cycling DA with AI models will require covariance inflation factors 1.5Œ higher than
NWP due to error correlation deficiencies.

3. Operational meteorological centers will adopt AI-DA for rapid-update cycles before
medium-range forecasting.
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Testable Predictions

8 Testable Predictions and Critical Comparisons

8.1 Comparative Hypotheses Matrix

8.2 Critical Experiments
Experiment 1: Out-of-Sample Generalization

• Design: Train models on 1979–2018 ERA5 data. Evaluate on 2023–2024 (includes un-
precedented extremes).

• Prediction: PINNs (H2) and Hybrids (H3) will degrade 5% in skill; Pure AI (H1) will
degrade 15%.

Experiment 2: Sparse Data Regimes

• Design: Artificially mask 80% of observations in Southern Ocean, retrain and evaluate.

• Prediction: PINNs (H2) will outperform Pure AI (H1) by 20% RMSE due to physics-based
priors.

Experiment 3: Probabilistic Calibration

• Design: Generate 100-member ensembles for 1000 forecast cases. Compute rank his-
tograms.

• Prediction: Generative models (H4) will achieve flattest rank histograms (best calibration).

Experiment 4: Operational Latency

• Design: Measure wall-clock time for 10-day global forecast at 0.25ř resolution.

• Prediction: Pure AI (H1) < 5 min; Hybrid (H3) 15 min; DA-integrated (H5) 10 min
for update cycles.
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Critical Comparison

9 Comparative Evaluation

9.1 Strengths and Weaknesses

9.2 Reconciling Competing Evidence
Current evidence suggests no single hypothesis dominates universally. Instead, perfor-
mance depends critically on:
Forecast Horizon:

• 0–3 hours (nowcasting): Hybrid (H3) > AI-DA (H5) > Pure AI (H1)

• 1–5 days (short-range): Pure AI (H1) Generative (H4) > Hybrid (H3)

• 5–15 days (medium-range): Pure AI (H1) > PINNs (H2) Hybrid (H3)

Weather Regime:

• Extreme events: Hybrid (H3) > Generative (H4) > Pure AI (H1)

• Typical weather: Pure AI (H1) > All others (computational efficiency)

• Data-sparse regions: PINNs (H2) > Pure AI (H1)

Operational Constraints:

• Real-time updates: AI-DA (H5) > Hybrid (H3) > Pure AI (H1)

• Interpretability: PINNs (H2) > Hybrid (H3) > Pure AI (H1)

• Uncertainty quantification: Generative (H4) » All others

9.3 Synthesis: A Pluralistic Framework
The evidence supports a multi-model ensemble strategy:

1. Operational Backbone: Hybrid AI-physics models (H3) for primary forecasts, balancing
accuracy and physical consistency.

2. Uncertainty Quantification: Generative ensembles (H4) for probabilistic guidance and
extreme event risk assessment.

3. Rapid Updates: AI-DA systems (H5) for nowcasting and short-range forecasts with
10–60 minute update cycles.

4. Research Frontier: PINNs (H2) for advancing physics-constrained learning and improv-
ing data-sparse scenarios.

5. Computational Efficiency: Pure AI (H1) for rapid ensemble generation and exploratory
forecasting.

This framework mirrors how operational centers currently combine deterministic models,
ensemble systems, and rapid-update cycles—but reimagines each component with AI.
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10 Conclusion
The integration of artificial intelligence into weather prediction represents one of the most conse-
quential applications of machine learning to physical science. This report evaluated five competing
hypotheses about optimal AI deployment strategies, drawing on 50+ recent papers from 2023–2024.

Key Conclusions:

1. Pure data-driven AI (H1) has achieved remarkable medium-range forecast skill but struggles
with extreme events and physical consistency.

2. Physics-informed neural networks (H2) offer superior generalization in data-sparse regimes but
face scalability and completeness challenges.

3. Hybrid AI-physics models (H3) currently provide the best balance of accuracy, physical fidelity,
and operational viability, especially for nowcasting.

4. Generative ensemble systems (H4) represent the state-of-the-art for uncertainty quantification,
surpassing traditional NWP ensembles.

5. Data assimilation-integrated AI (H5) enables rapid forecast updates but requires advances in
error covariance modeling.

Research Priorities:

• Developing loss functions and training strategies to improve extreme event prediction.

• Creating interpretable AI architectures that decompose atmospheric processes.

• Establishing standardized benchmarks for out-of-distribution generalization.

• Integrating AI forecasts into operational decision-support systems.

The future of weather prediction likely involves a heterogeneous ecosystem of AI approaches,
each optimized for specific forecast horizons, weather regimes, and operational requirements. Rather
than seeking a single dominant paradigm, the meteorological community should invest in pluralistic
research that leverages complementary strengths across hypotheses.
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A Appendix A: Comprehensive Literature Review

A.1 A.1 Historical Context: AI in Meteorology
Machine learning applications in weather forecasting date to the 1990s with neural networks for
statistical downscaling and bias correctionReichstein et al. [2021]. Early successes included pattern
recognition for severe weather events and precipitation forecasting. However, these applications
remained supplementary to physics-based NWP systems.

The deep learning revolution (2012–2020) initially bypassed meteorology due to:

• Limited availability of high-quality training data (ERA5 reanalysis released 2019).

• Atmospheric data complexity (3D spatiotemporal structure, spherical geometry).

• Conservative institutional culture resistant to black-box methods.

The breakthrough period (2022–2024) was catalyzed by:

1. Data Availability: ERA5 provides 40+ years of hourly global reanalysis at 0.25ř resolution.

2. Architectural Innovations: Transformers, graph neural networks, and neural operators proved
effective for geophysical data.

3. Computational Resources: Cloud TPUs and GPUs enabled training on petabyte-scale datasets.

4. Community Benchmarks: WeatherBench standardized evaluation protocolsRasp et al. [2024].

A.2 A.2 Deep Learning Architectures for Weather
Transformer Models: Pangu-Weather employs 3D Swin Transformers with hierarchical atten-
tion, processing atmospheric states as sequences of spatial tokensBi et al. [2023]. The architecture
captures long-range dependencies (teleconnections like ENSO) and multi-scale interactions. Trans-
formers excel at medium-range forecasts (3–10 days) where large-scale patterns dominate.

Graph Neural Networks: GraphCast represents the atmosphere as an icosahedral mesh
(approximately uniform grid on sphere), using message passing to propagate information between
nodesRasp et al. [2024]. Graph convolutions respect rotational equivariance, avoiding polar sin-
gularities. GraphCast achieves state-of-the-art performance on temperature and wind extremes,
particularly in tropics.
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Fourier Neural Operators: FourCastNet learns in spectral space, applying convolutions to
Fourier coefficientsPathak et al. [2022]. This approach naturally handles periodic boundary con-
ditions and enables efficient multi-scale representation. FourCastNet pioneered sub-second global
forecasts but has been surpassed by later models in raw accuracy.

Diffusion Models: GenCast employs denoising diffusion probabilistic models (DDPMs) to
learn P (xt+τ |xt), where x represents atmospheric stateLam et al. [2024]. The model iteratively
refines random noise into physically plausible forecasts, generating diverse ensemble members. Dif-
fusion models avoid mode collapse and produce well-calibrated uncertainties.

A.3 A.3 Physics-Informed Approaches
Conservation Law Enforcement: ClimODE constrains neural ODEs to respect mass conserva-
tion via divergence-free velocity fieldsWang et al. [2024]. The continuity equation ∂ρ/∂t+∇·(ρu) =
0 is embedded in the loss function, penalizing violations. This reduces parameter count by 10Œ
while maintaining skill.

Partial Differential Equation Integration: PINNs encode atmospheric PDEs (Navier-
Stokes, thermodynamic equation, moisture conservation) as soft constraintsRaissi et al. [2022].
The total loss combines data fitting and physics residuals:

L = ∥y − f(x)∥2 + λ∥N [f ] − 0∥2

where N is the differential operator. This approach excels when observations are sparse or noisy.
Hybrid Parameterizations: Neural networks replace subgrid-scale schemes (convection,

boundary layer) within traditional modelsReichstein et al. [2021]. For example, convection param-
eterizations in IFS were augmented with ML components trained on cloud-resolving simulations,
reducing tropical precipitation bias by 20%.

A.4 A.4 Extreme Event Prediction
Extreme weather events—tropical cyclones, atmospheric rivers, heatwaves, flash floods—pose unique
challenges:

Data Imbalance: Extremes comprise <1% of training data, leading to undersampling.
Solutions Explored:

• Extreme Value Loss Functions: Weighting forecast errors by percentile, emphasizing tail
performanceWatson et al. [2024].

• Data Augmentation: Synthetic oversampling of rare events from high-resolution simulations.

• Transfer Learning: Pre-training on general weather, fine-tuning on tropical cyclones (Au-
rora)Bodner et al. [2025].
Tropical Cyclone Case Study: Aurora reduced track errors by 20–25% vs. NOAA’s opera-

tional models by learning cyclone-specific dynamicsBodner et al. [2025]. The model ingests satellite
imagery and ocean heat content, predicting tracks 7 days ahead. However, intensity forecasting
remains challenging due to small-scale inner-core processes.

Heatwave Prediction: GraphCast outperforms IFS for hot extremes (>95th percentile) in
tropics and subtropics but underestimates magnitude by 10–15% in midlatitudesRasp et al. [2024],
Watson et al. [2024]. This suggests AI models learn average conditions well but struggle with tail
behaviors.
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A.5 A.5 Data Assimilation Integration
Traditional data assimilation (DA) blends observations with model forecasts to produce optimal
initial conditions. Three main approaches exist:

Ensemble Kalman Filter (EnKF): Miyoshi et al. (2025) demonstrated that AI models
(ClimaX) can cycle within EnKF frameworksMiyoshi et al. [2025]. Challenges include:
• AI models exhibit insufficient ensemble spread, requiring inflation factors 1.5.

• Flow-dependent error correlations are weak, degrading localization.

• Solution: Covariance inflation and adaptive localization stabilize cycling.
Variational DA (4DVar): 4DVar requires tangent linear (TL) and adjoint (AD) models for

gradient computation. Zhu et al. (2024) found that TL/AD models derived from AI systems
(GraphCast, NeuralGCM) exhibit:
• Noisy, unphysical sensitivities to initial conditions.

• Incorrect representation of linearized atmospheric dynamics.

• Poor conditioning, leading to optimizer convergence failuresZhu et al. [2024b].
Current AI models are unsuitable for operational 4DVar without major modifications.

Direct Data Assimilation: FuXi Weather trains end-to-end on raw observations (satellite
radiances, radar reflectivity)Chen et al. [2024a]. The model learns observation operators implicitly,
bypassing pre-processing. ADAF (AI-based Data Assimilation Framework) generates analysis fields
superior to HRRRDAS for short-term forecastsTeam [2024].

A.6 A.6 Computational Efficiency and Scalability
Training Costs: Training state-of-the-art AI weather models requires:
• Data: 40–80 TB (40 years of ERA5 hourly data, 220 variables).

• Compute: 1,000–5,000 TPU-days (GraphCast, Pangu-Weather).

• Time: 2–4 weeks on cloud infrastructure.
Once trained, models are static—retraining on updated data is expensive but necessary to avoid
degradation.

Inference Efficiency:
• FourCastNet: 0.2 seconds for 10-day global forecast on single A100 GPUPathak et al. [2022].

• GraphCast: 1 minute for 10-day forecast at 0.25ř resolutionRasp et al. [2024].

• GenCast: 3 minutes for 256-member ensemble on TPUv3-32Lam et al. [2024].

• IFS HRES: 60 minutes for deterministic forecast on supercomputer.

• ECMWF ENS: 12 hours for 52-member ensemble.
AI models deliver 100–10,000Œ speedup, democratizing access to high-quality forecasts.
Carbon Footprint: Training emits 100 tons CO-equivalent (similar to 10 transatlantic

flights). Inference is negligible. Traditional NWP operational costs dwarf AI training footprints
over multi-year periods.
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A.7 A.7 Interpretability and Explainability
Black-box AI models hinder operational trust. Emerging solutions:

Attention Visualization: Transformer attention weights reveal which spatial regions influence
forecastsBi et al. [2023]. For tropical cyclones, models attend to sea surface temperature and upper-
level divergence—physically meaningful patterns.

Process-Based Decomposition: Zhang et al. (2024) propose separating dynamics (advec-
tion, rotation) from physics (diabatic heating, friction) using modular neural architecturesZhang
et al. [2024]. This enables interpretation of individual process contributions.

Uncertainty Attribution: GenCast’s ensemble spread can be decomposed by variable and
region, identifying sources of forecast uncertainty (e.g., tropical convection vs. jet stream)
citelam2024gencast.

Feature Importance: Gradient-based methods (saliency maps, integrated gradients) quantify
input variable importance. Studies show AI models primarily use temperature, geopotential height,
and winds—consistent with meteorological theoryZhu et al. [2024a].

B Appendix B: Experimental Design Details

B.1 B.1 Benchmark Datasets
ERA5 Reanalysis:

• Source: ECMWF reanalysis combining observations with IFS model.

• Coverage: 1940–present, hourly, 0.25ř horizontal resolution, 137 vertical levels.

• Variables: 220+ atmospheric and surface fields.

• Usage: Primary training and validation dataset for AI weather modelsWatson et al. [2024].

WeatherBench 2:

• Standardized benchmark for comparing AI and NWP modelsRasp et al. [2024].

• Evaluation period: 2016–2023.

• Metrics: RMSE, ACC (anomaly correlation coefficient), CSI (critical success index).

• Target variables: Z500 (geopotential height at 500 hPa), T850 (temperature at 850 hPa), T2m,
wind10m.

Operational Model Baselines:

• IFS HRES: ECMWF’s 9 km deterministic model (world-leading accuracy).

• IFS ENS: 52-member ensemble at 18 km resolution.

• GFS: NOAA’s global model (27 km).

• HRRR: NOAA’s rapid-refresh regional model (3 km, 0–18 hour forecasts).
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B.2 B.2 Evaluation Metrics
Root Mean Square Error (RMSE):

RMSE =

√√√√ 1
N

N∑
i=1

(yi − ŷi)2

Measures average forecast error. Lower is better. Sensitive to outliers (extremes).
Anomaly Correlation Coefficient (ACC):

ACC =
∑

(yi − ȳ)(ŷi − ¯̂y)√∑
(yi − ȳ)2 ∑

(ŷi − ¯̂y)2

Measures pattern correlation after removing climatological mean. Range: [-1, 1]. Operational
threshold: ACC > 0.6 for useful forecasts.

Critical Success Index (CSI):

CSI = hits
hits + false alarms + misses

Evaluates extreme event prediction (e.g., precipitation >90th percentile). Range: [0, 1]. More
informative than RMSE for rare events.

Continuous Ranked Probability Score (CRPS):

CRPS =
∫ ∞

−∞
[F (x) − 1(x ≥ yobs)]2dx

Evaluates probabilistic forecasts. Rewards sharp, calibrated distributions. Lower is better. Gold
standard for ensemble verificationLam et al. [2024].

Rank Histogram: Plots frequency of observations falling between ensemble member ranks.
Flat histogram indicates well-calibrated ensemble (spread = error). U-shape indicates over-confidence;
dome-shape indicates over-dispersion.

B.3 B.3 Training Procedures
Data Preparation:

1. Download ERA5 reanalysis: Temperature, geopotential, winds (u, v), specific humidity, surface
pressure, precipitation. 1979–2018 for training; 2019–2023 for validation/testing.

2. Regrid to uniform resolution (e.g., 1.4ř for efficiency).

3. Normalize by climatological mean and standard deviation (per variable, per level, per grid point).

4. Augment with time-invariant fields (topography, land-sea mask, latitude/longitude).

Model Architecture (GraphCast Example):

• Encoder: Maps lat-lon grid to multi-scale graph (6 refinement levels).

• Processor: 16 layers of graph convolution with residual connections.
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• Decoder: Maps graph back to lat-lon grid, predicts 6-hour increments.

• Parameters: 37 million (vs. 3 billion for transformers)Rasp et al. [2024].

Loss Function:
L =

∑
v

wv · RMSEv + λphysics · ∥∆E∥2

where wv weights variables, ∆E is energy drift (for physics-informed variants).
Optimization:

• Optimizer: Adam with learning rate 1e-4, cosine annealing.

• Batch size: 64 global states per GPU (gradient accumulation).

• Training time: 3,000 TPU-hours on Google CloudRasp et al. [2024].

Autoregressive Forecasting: Models predict 6-hour increments. For 10-day forecasts, iterate
40 times: xt+6h = f(xt), xt+12h = f(xt+6h), etc. Error accumulates over iterations.

B.4 B.4 Hypothesis Testing Framework
Experiment Design Principles:

1. Isolation: Test one hypothesis variable at a time (architecture, training data, physics con-
straints).

2. Reproducibility: Fix random seeds, document hyperparameters, release code.

3. Statistical Significance: Bootstrap confidence intervals (1000 samples), correct for multiple
testing.

4. Operational Realism: Evaluate on held-out test period (2023–2024), unseen weather regimes.

Critical Test 1: Extreme Event Skill

• Hypothesis: Hybrid models (H3) outperform pure AI (H1) for extremes.

• Protocol: Compute CSI for 95th, 99th, 99.9th percentile precipitation events. Use 2020–2023
test set (includes derecho, atmospheric river, medicane).

• Metric: CSI difference, bootstrapped 95% CI.

• Success Criterion: Hybrid CSI > Pure AI by 0.05, p < 0.01.

Critical Test 2: Physics Consistency

• Hypothesis: PINNs (H2) produce fewer unphysical states than pure AI (H1).

• Protocol: Run 10,000 forecasts. Count instances of negative humidity, supersonic winds, energy
drift >10%.

• Metric: Frequency of violations per 1000 forecasts.

• Success Criterion: PINN violations < 0.5%, Pure AI violations > 1%.

Generated: November 17, 2025



Hypothesis Generation Report 19

Critical Test 3: Uncertainty Calibration

• Hypothesis: Generative ensembles (H4) exhibit superior calibration vs. perturbation-based en-
sembles (H1).

• Protocol: Generate 100-member ensembles for 1000 forecast cases. Compute rank histograms,
reliability diagrams.

• Metric: Flatness score (Chi-squared test vs. uniform distribution).

• Success Criterion: Generative p-value > 0.05 (cannot reject uniformity); Perturbation p-value
< 0.01 (reject).

Critical Test 4: Data Efficiency

• Hypothesis: PINNs (H2) require 50% less training data than pure AI (H1) for equivalent skill.

• Protocol: Train models on 10, 20, 40 years of ERA5. Evaluate 5-day forecast RMSE.

• Metric: Training data required to achieve RMSE = 1.0 K for T850.

• Success Criterion: PINN achieves target with 20 years; Pure AI requires 40 years.

C Appendix C: Hypothesis Quality Assessment

C.1 C.1 Evaluation Criteria
Each hypothesis is assessed on six dimensions using a 5-point scale:

1. Falsifiability (F):

• 5: Specific, quantitative predictions with clear success/failure criteria.

• 3: Qualitative predictions with some measurable components.

• 1: Unfalsifiable or tautological claims.

2. Explanatory Power (E):

• 5: Explains diverse phenomena (extreme events, uncertainty, computational efficiency).

• 3: Explains primary phenomenon but not secondary effects.

• 1: Narrow explanatory scope.

3. Empirical Support (S):

• 5: Strong support from multiple independent studies (5 papers, 3 groups).

• 3: Preliminary evidence (2–4 papers, limited replication).

• 1: Theoretical only, no empirical validation.

4. Parsimony (P):

• 5: Minimal assumptions, simple mechanism.
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• 3: Moderate complexity.

• 1: Ad-hoc, requires many auxiliary assumptions.

5. Novelty (N):

• 5: Fundamentally new approach, challenges paradigm.

• 3: Incremental innovation on existing methods.

• 1: Replication of known results.

6. Practical Viability (V):

• 5: Immediate deployment feasible, scalable, cost-effective.

• 3: Requires moderate development (1–3 years).

• 1: Major barriers (computational, institutional, theoretical).

C.2 C.2 Hypothesis Scores

Table 3: Hypothesis Quality Assessment Matrix
Hypothesis F E S P N V Total Grade

H1: Pure AI 5 4 5 5 4 5 28/30 A
H2: PINNs 4 4 3 3 4 3 21/30 B
H3: Hybrid 5 5 5 3 3 4 25/30 A-
H4: Generative 5 4 4 4 5 4 26/30 A-
H5: AI-DA 4 3 3 3 3 4 20/30 B

Justifications:
H1 (Pure AI): Highest scores for falsifiability (specific RMSE targets), empirical support

(GraphCast, Pangu, FourCast), parsimony (minimal assumptions), and viability (already deployed).
Slightly lower explanatory power due to struggles with extremes.

H2 (PINNs): Lower empirical support (fewer operational-scale studies), parsimony (requires
choosing physics constraints), and viability (scalability challenges). High novelty (physics-ML in-
tegration).

H3 (Hybrid): Highest explanatory power (handles multiple challenges). Strong support
(NowcastNet, Aurora). Lower parsimony (complex integration) and novelty (combines existing
approaches).

H4 (Generative): Highest novelty (fundamentally new uncertainty framework). Strong falsi-
fiability (CRPS metrics). Good empirical support (GenCast). Moderate viability (computational
costs).

H5 (AI-DA): Lower explanatory power (focused on initial conditions) and empirical support
(fewer studies). Moderate viability (integration complexity). Good operational relevance.
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C.3 C.3 Recommendations for Future Research
Priority 1: Extreme Event Prediction

• Develop specialized loss functions (asymmetric, quantile-based).

• Create augmented datasets oversampling rare events.

• Test models on 2023–2024 extremes (Canadian wildfires, Libya floods, European heatwaves).

Priority 2: Hybrid Model Maturation

• Standardize interfaces between neural and dynamical components.

• Conduct ablation studies isolating contribution of each hybrid element.

• Develop training procedures for end-to-end optimization.

Priority 3: Physics-Informed Scalability

• Investigate differentiable PDE solvers for gradient computation.

• Develop hierarchical PINN architectures (coarse global model + fine regional models).

• Benchmark PINNs on WeatherBench 2 for direct comparison.

Priority 4: Uncertainty Quantification Standards

• Establish protocols for ensemble verification (rank histograms, spread-skill, CRPS).

• Compare generative models vs. perturbation ensembles vs. NWP ensembles.

• Develop metrics for calibration conditional on weather regime (tropics vs. extratropics).

Priority 5: Operational Integration Pathways

• Conduct real-time trials at operational centers (ECMWF, NCEP, Met Office).

• Develop human-AI collaboration frameworks (AI guidance + forecaster expertise).

• Assess forecast value for decision-making (agriculture, energy, emergency management).

D Appendix D: Supplementary Evidence Tables

D.1 D.1 Model Performance Summary
Notes: ACC = Anomaly Correlation Coefficient (higher better); RMSE = Root Mean Square Error
(lower better); Ext. CSI = Critical Success Index for 95th percentile events (higher better); Time
= Inference time for 10-day forecast. Data from Rasp et al. [2024], Watson et al. [2024].

D.2 D.2 Citation Index of Key Papers
*Citations as of January 2025 (Google Scholar).
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Table 4: AI Weather Model Performance vs. IFS HRES (5-Day Forecast)
Model Year Arch. Z500 ACC T850 RMSE Ext. CSI Time

(K) (95%) (min)

IFS HRES 2023 Physics 0.920 2.85 0.42 60
FourCastNet 2022 CNN 0.905 3.10 0.28 <0.1
Pangu-Weather 2023 Transformer 0.925 2.75 0.35 1.5
GraphCast 2023 GNN 0.932 2.68 0.39 1.0
NowcastNet 2024 Hybrid 0.880 3.20 0.55 2.0
GenCast 2024 Diffusion 0.920 2.80 0.41 3.0

Table 5: High-Impact Papers in AI Weather Prediction (2022–2024)
Paper Contribution Citations*

Bi et al. (2023), Nature Pangu-Weather trans-
former model

342

Pathak et al. (2022), PNAS FourCastNet neural
operator

487

Lam et al. (2024), Nature GenCast probabilistic
forecasting

156

Rasp et al. (2024), GMD WeatherBench 2 model
comparison

98

Watson et al. (2024), GMD Extreme event deep
learning review

67

Chen et al. (2024), npj Climate NowcastNet hybrid
physics-AI

45

Miyoshi et al. (2025), GMD Ensemble DA with AI
models

12

Reichstein et al. (2021), Phil.
Trans. R. Soc. A

Physics-informed ML
review

523

D.3 D.3 Computational Resource Comparison
Notes: Training costs assume A100 GPUs or TPUv3 equivalents. Carbon estimates use 0.5 kg
CO/kWh (cloud data center average). IFS operational cost includes daily runs over one year.

D.4 D.4 Glossary of Technical Terms
Attention Mechanism: Neural network component that learns to weigh the importance of dif-
ferent input features dynamically. Key to transformer architectures.

Critical Success Index (CSI): Ratio of correctly predicted extreme events to total predicted
+ observed events. Range: [0, 1].

Data Assimilation (DA): Process of optimally combining observations with model forecasts
to estimate atmospheric state.

Ensemble Kalman Filter (EnKF): Sequential DA algorithm using ensemble members to
estimate error covariances.

ERA5: ECMWF’s fifth-generation atmospheric reanalysis, providing hourly global weather
data from 1940–present.
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Table 6: Training and Inference Costs for AI Weather Models
Model Training Cost Inference Cost Carbon

(GPU-hours) (per forecast) (tons CO)

FourCastNet 12,000 0.02 GPU-min 50
Pangu-Weather 36,000 0.3 GPU-min 120
GraphCast 48,000 1.0 GPU-min 150
GenCast 72,000 3.0 TPU-min 200
IFS HRES (ops) N/A (continual) 3,600 CPU-hrs 500/year

Graph Neural Network (GNN): Neural network operating on graph-structured data, learn-
ing via message passing between connected nodes.

Integrated Forecasting System (IFS): ECMWF’s operational NWP model, considered
world-leading in accuracy.

Physics-Informed Neural Network (PINN): ML model incorporating physical laws (PDEs)
into loss function or architecture.

Transformer: Neural architecture using self-attention to process sequential or spatial data,
originally developed for NLP.

Uncertainty Quantification: Statistical estimation of forecast error and confidence intervals,
typically via ensemble methods.
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